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Abstract 
In this paper we describe a unified vision of content-based image retrieval (CBIR), which brings together 
image matching, similarity and recognition. The motivation stems from the observation that there is still a 
large gap between CBIR end-user expectations and current CBIR possibilities. Shedding light on the 
problems that traditional CBIR systems experience, we show how matching and recognition can be used to 
remedy the lack of semantical information in a CBIR system. In particular, we  advocate the use of scope-
limited metrics for gaining image understanding. We refine the notion of image similarity and derive a 
powerful, flexible paradigm for CBIR. 
 

1. Introduction 
Digital content has become a vital enterprise asset, and visual content management has emerged as a 
strategic necessity. Large amounts of pictures and videos are created, published, transmitted and accessed 
everyday by corporations and the general public. Content-based indexing of this visual data is a key 
technology for addressing this problem, by enabling effective management and security of visual assets. 
 
This paper addresses the content-based approach, and places it in a more generic framework :  

�  Image matching (e.g. find the same image) 
�  Image similarity (i.e. feature extraction and similarity measures, which is what most of CBIR has 

been about, to this date) 
�  Image recognition (i.e. scene classification) 

 
Section 3 provides an overview of the current state-of-the-art in CBIR. Section 4 reviews the method used for 
computing image feature vectors. In Section 5, we review the traditional approach used in CBIR and analyse 
its reasons of failure to deliver high-level information. More precisely, we focus on the idea that the behavior 
of a CBIR system is entirely determined by the metrics it relies on. Taking this view further in Section 6 leads 
us to think that (1) a given metrics is suitable for a given problem and in a given context only (2) current 
CBIR systems do not and cannot meet industry expectations.  
 
Therefore, we show that next-generation CBIR systems can (and should) encompass a much broader panel 
of functionalities than just “similarity searching”, provided that adequate metrics are designed. In particular, 
we show in Section 6 that image matching, image similarity and image recognition infer scope-limited metrics 
in the feature space. Thus they can be combined to form a more generic and powerful image retrieval 
system, which outperforms classical approaches and meets real-world application requirements. Section 7 
draws conclusion on the presented work and lays out future research plans. 
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2. State-of-the-Art 
Computer vision as a whole has always been about “bridging the gap” between the low-level world of signals 
and the high-level world of semantics, in order to solve specific problems. While the first generation of vision 
systems (1960s-70s) had either the military applications or the cybernetics in mind, the second generation 
(1980s) explored industrial applications (defect detection, medical image analysis). Since the 1990s, with the 
raise of the world wide web (mainly its universal client-server component), image databases and multimedia 
indexing21 and retrieval became a major focus for computer vision : keeping the user “in the loop” and 
capitalizing on the tremendous work performed in information retrieval19 helped in increasing the 
performance of vision algorithms, which – let us face it! – had been very disappointing for about three 
decades. It also allowed for envisioning vision algorithms that eventually were used by the mass market 
directly, right there from their web browser. 
 
But what is content-based image retrieval anyway? If you look at the various industrial (QBIC16) or academic 
(Photobook2,3, VisualSEEk17, Surfimage4,5) systems, most tend to have consistently the following 
characteristics: 

�  A set of generic visual signatures (eg histograms) for indexing and representing content 
�  The query-by-example language 
�  A similarity metric (usually the inverse of a Minkowski distance) for assessing image similarity. 
�  A retrieval paradigm (generally the k-nearest neighbor approach) 

 
The quest for good visual features has been the main thread of research in the early years of CBIR15. Color, 
texture and shape descriptors represent  the most popular choice of features in the community. It is indeed 
assumed that the human skill of saying whether two images look alike or are different essentially depends on 
a smart fusion and encoding of those visual stimuli.  But it is now widely acknowledged that there is no such 
thing as a “best feature”, but merely a “best feature for a particular problem”. 
 
More recently, systems were first proposed to use textual descriptions attached with images to improve the 
quality of the retrieval process22. designed that incorporate semantics through the use of recognition 
algorithms18 coupled to a segmentation algorithm. This way, the resulting image can be classified using the 
descriptions of the regions that make up the image. In a different vein, a technique for which uses neural 
network classifiers to infer class labels for an unknown image and perform retrieval afterwards is presented 
by Town and Sinclair19. In 24, the authors present a technique in which an (unknown) image is used to 
query a database of objects. Retrieval is restricted to one of the database’s categories, which itself is 
determined semi-automatically: first the system identifies a short list of potential relevant categories for the 
image, then a user selects one category among this short list. 
 
The approach we develop in this paper provides an original and theoretically sound framework for image 
understanding. It builds on the work developed in 24 in reusing the segment/index/recognize paradigm. Like 
Town and Sinclair, we advocate the use of auxiliary recognition modules in a CBIR system to inject 
semantics before image indexing is performed. Our contributions are: a theoretical framework based on 
scope-limited metrics for understanding images that unifies image matching, similarity and recognition, the 
use of extended mapping networks (neural networks, radial basis function, Bayesian networks) for class 
recognition before indexing, the use of an image matching metrics and a novel retrieval paradigm for 
improving efficiency and quality of CBIR systems. 
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3. Image feature extraction 
In this section, we present the mechanism for indexing images that we use. The processing chain comprises 
a pre-processing step (not described here), followed by image segmentation and image indexing.  
 
3.1 Image Segmentation 

In general, any 2D image represents an actual 3D scene that is comprised of various “objects”. Segmenting 
these image components automatically is a difficult technical challenge.  Commonly used techniques can 
roughly be split in two categories: feature-based and image-based. While feature-based methods try to 
detect clusters in the feature space, image-based methods try to detect image regions that maximize a 
homogeneity criterion 6-9. 
The main limitations of most segmentation techniques are that feature-based methods tend to overlook the 
spatial relationships between pixels, while image-based methods generally focus on features which may be 
unrelated to those used for indexing.  
 
The DFDM (Differential Feature Distribution Map) algorithm by Winter & al.10 takes the best of both worlds 
and segments an image using a non-parametric approach, relaxing the need for a model of feature 
distribution. LTU uses this algorithm to look  for changes in a local feature distribution map. Note that any 
type of features can be used, in particular those that are used for indexing. Because it requires no a priori 
information about  the image, the DFDM approach is very generic and deals successfully with a great variety 
of images. A multiscale approach is used to increase stability. Figure 1 shows an example. 
 
The basis of LTU’s content description algorithm is, therefore, accurate image coding by splitting the image 
into visually-coherent zones (image segmentation), before actually indexing it.  
 

       
 

Figure 1 An image and its segmented version using the DFDM algorithm. 
 
3.2 Image Indexing 

In order to describe the visual content of an image or its segmented objects, the LTU Engine computes a 
visual fingerprint, called a DNA on the global image or on the segmented areas.  This DNA is composed of 
several visual descriptors –features- representing generic, low-level information about various visual 
properties.  There are four main groups of features: color-based, texture-based, shape-based and composite 
(correlations of features).  Since the representation of color properties is highly dependent on the color space 
itself, color features are computed in various color spaces, to increase stability of the indexing process with 
respect to photometric changes.  Similar approaches are used for encoding texture, shape, and other 
features.   
 
In addition to traditional shape, texture and color features, LTU has developed a set of higher order 
descriptors that combine color/shape/texture information, and/or encode them in higher orders. Those 
features are called “composite” features. To illustrate this principle with a very basic example, LTU is able to 
encode color/contour dependency in some parts of the DNA, as well as shape derivatives at orders 2 and 3 
in another part of the DNA. 
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The computed features have extended invariance properties, in particular: invariance to image noise, image 
size, image brightness and contrast, object translation, object rotation and scale.  In addition, they have a 
high descriptive power since they are extremely useful for recognizing or comparing images.  
 
LTU’s mathematical tools for computing the features include spectral analysis, edge detection, 
histogramming, linear filtering operations, high order statistics. 
 
4. Semantics in CBIR systems 
The main objection made to current CBIR systems is that they are only based on low-level image features, 
which do not convey enough semantical information to be of use in real-world applications. This section’s 
goal is to understand why traditional approaches are limited in terms of applications and scalability and to 
present. 
  
The k-nn paradigm, together with the choice of a classical distance such as the inverse of a Minkowski 
distance,  have the advantage of being simple to implement and relatively fast to execute, but it is prone to a 
number of theoretical problems. 
 
4.1 Limitations of classical CBIR systems 

In  a classical content-based image retrieval  system, a user query is compared with the images   of the  
database,  and typically,   the k-nearest neighbors of the query are returned to the user.  There are two main 
fundamental problems with this approach: 
 

�  Lack of expressivity: regardless of the underlying distance used in k-nn, the output format is a list of 
images ordered by increasing distance. This places severe limitations on the usefulness of the 
approach when dealing with a query surrounded by multiple clusters: whereas the local data 
structure is multi-modal, the returned result will not reflect this configuration but instead display a 
collection of unrelated  pictures, belonging to different clusters. 

 
�  Incapacity to encode similarity: the nearest neighbors of a query in the feature  space might not 

correspond to  the most  similar images.  The feature space can be    reasonably thought     to   be    
non-uniformly   populated,   non-isotropic  with non-linear correlations between feature vectors12. 
Therefore, the similarity distance should be based on a flexible model, capable of adapting to the 
data. 

 
Therefore, recall and (especially) precision are still problematic for existing CBIR  systems dealing with large  
image databases. While this is  a  well-known and   general plague  in  all  information retrieval systems, 
images  are  especially hard  to deal  with.  Images  bear no obvious semantic attributes, yet  they have a 
high  informative power, making their understanding a very hard problem.  As a result, existing image-based 
retrieval systems are generally not easy to manipulate. The logics underpinning the retrieval process remains 
largely unpredictable for the end-user: this clearly  comes as a limitation to mass usage of CBIR systems. 
 
4.2 Alternatives & conclusions 

Alternative methods  to   the  k-nn approach   have  been proposed to return  images that are  
themselves pairwise  similar, for instance by detecting cliques of neighboring images.  While  this 
approach fixes the first problem by  imposing relational constraint on the images that are returned, 
it  leaves open the second problem. This one can be addressed by normalizing the feature space, 
or equivalently resorting   to  weighed  distances  (Mahalanobis   for   instance)2,3 for measuring  
similarity.  In  that case, the influence of the  various features is balanced.  Still, this approach 
overlooks feature correlations and dependencies. 
 
In conclusion, we note that using k-nn with a Minkowski similarity (taken to be the invert of a 
Minkowski distance) immediately places a restriction on the type of functionalities that can be 
expected from a CBIR system. From the numerous quality tests that were performed by us, we 
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claim that such a system cannot be expected to give good results other than if one of the following 
conditions is met: 
 

�  The image set is a collection of image series (an image series is a set of images that represent the 
same subject or scene, taken with the same acquisition conditions (camera, lighting, etc.)) 

 
�  The image set was partitioned in different categories, each containing images of the same 

semantical content, yielding a semantical grouping. 
 
This is clearly a very limited application scope, which we wish to extend to meet real-world 
applications and real-world data. What is at stake is therefore the adequacy between the chosen 
distance, the chosen paradigm and the type of problems that the system is supposed to solve. We 
claim that by just designing metrics adapted to a specific class of problems, we are able to 
seamlessly integrate new retrieval functionalities to the system. For instance, it may be desirable 
for a system to distinguish between clones, series, similar images and other images.  
 
5. Higher-level and scope-limited similarities: matching, similarity and 
classification 
5.1 Motivations 

The human perception of image similarity is a subjective and context-dependent skill. In particular, 
the notion of similarity should be defined with respect to a number of signal, visual or semantical 
characteristics.   
For instance, some real-world applications require that the system be able to recognize referenced 
images, up to some transformations. In that case, the metrics scope is limited to clones, which are 
images similar to the query up to mild geometric transformations (cropping, resizing) and 
photometric transformations (constrast, luminosity, etc.).  
 
For navigation in a photo bank, the requirements are quite different. Here the similarity is generally 
sought against visual and/or semantical content . For trademark or logo searches, similarity is with 
respect to global image composition and sub-part shape similarity. Some other applications require 
image series to be retrieved with just one sample of the series. 
 
These are just examples of high-order similarities that end-users expect, but that existing CBIR 
systems fail to deliver. In summary, a useful CBIR system should therefore have at least the 
following features: 

�  Clone detection 
�  Series retrieval, similar image retrieval  
�  Visual and semantical image retrieval 

 
What is actually needed is a model for image understanding, suitable for content-base image 
retrieval. 
Our claim is that high-level image understanding can be modeled as a set of metrics acting in the 
feature space, each metrics having the following properties: 

�  It has a limited scope (range of action) 
�  It saturates outside the scope (comparison outside scope it meaningless) 

 
This section details this model as well as the three image metrics implemented in our system.  
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5.2 Overview 

The idea behind image understanding is to infer high-level information about an image. This 
information can either be the knowledge of one or more image class labels, such as in recognition 
or annotation, or it can be the knowledge of the k-nearest neighbors of this image in a semantical 
cluster, such as in image retrieval.  
 
Noting that the problem of image understanding only makes sense in a given context, we have 
thus defined 3 metrics, each of them acting at different and complementary context levels. Those 
metrics can be thought of different “experts” that have non-overlapping levels of expertise. Given 
an hypothetic query image that would be placed the origin of the frame, Figure 2 shows a gradation 
of similarity types that are sought in different applications.  
 
The most constrained image similarity refers to clones (identical images up to mild geometrical, 
photometrical changes). In this case image matching is the problem that is being solved, thus we 
use a clone-dedicated metrics. Then, a less constraint similarity refers to visually similar images in 
semantic clusters.  In that case, we use the usual metrics. When no assumption can be made on a 
given image, we are in the applicative context with the largest scope of images. In that case, the 2 
previous metrics are not efficient because of a scope problem. Thus, we use a recognition-
dedicated metrics, that manipulates class labels. 
 
5.3 Image matching metrics 

 
In its simplest form, image matching consists in recovering the geometrical transformation that 
aligns one image onto the other. This problem has received considerable attention in computer 
vision because of its importance for solving higher-level problems13. The point here is not to 
perform image matching but only to use an image matching distance to detect image clones. 
 
 

 
Figure 2 A gradation of similarity types, corresponding to different image scopes 

 
One of the ingredients needed to solve a matching problem is a measure of agreement between 
the deformed image (to which the current transformation is applied) and the fixed image. In the 
transformation parameter space and in the neighborhood of  the real parameters relating the two 
images, the problem of matching can be solved quite easily: the distance profile generally 
undergoes a local minimum, enabling linear approximations in the expression for the global energy 
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to be derived. For instance, if a 2D translation T=[Tx,Ty] is to be recovered between two images, 
the distance profile around T generally exhibits a convex, parabolic-like shape. The point we wish 
to exploit is the fact that in the vincinity of the real transformation parameters, the matching 
distance is a monotonic and increasing function of the distance in parameter space. Therefore, a 
matching distance can be used to measure image similarity only in a limited scope, centered 
around the real transformation parameters. In other words, a matching distance is meaningful 
inside the aforementioned scope and meaningless outside it. 
 
Based on this analysis, we call “image matching metrics” the restriction of the image matching 
distance to a short-range scope. We extend this function continuously outside the scope by setting 
it to a default, saturating value. Because it is now monotonic all over the feature space, this metrics 
can be used to detect clones of the original image. If the distance is less than the saturation value, 
a clone is claimed to be detected. Of course, the notion of “clone” is defined by the class of 
invariants that leave the matching distance unchanged. 
 
For instance, we have chosen to design a metrics with the following allowed transformations: 

�  Geometric transformations: cropping, border adding, rotation, resizing. 
�  Photometric transformations: linear and non-linear contrast changes, global and local photometric 

trends 
 
It is worth noting that the matching metrics operates in a sub-part of the feature space, i.e the 
detection of a match relies on the image index and not on the image pixels. The image matching 
metrics provides very high performance in terms of precision and CPU power, mainly because 
computations happen in a low-dimensionality feature space. 
 
5.4 Image similarity metrics 

 
This measure says how much two image look alike for the human eye. The main challenge of 
image similarity is that it is the expectations of the end users towards a system are very subjective, 
application-dependant and often query-dependant.  
 
This distance is typically useful for assessing visual similarity between images of the same 
category, provided that the category refers to image of the same type. Saturating this metrics 
beyond a certain value is a way of acknowledging that comparing two totally unrelated images 
does not make any sense.  
 
This metrics represents the classical approach in CBIR and is typically the invert of a Minkowski 
distance, as detailed in Section 4.1. It has a medium-range scope and is active outside of the 
scope of the two other metrics. 
 
5.5 Image classification metrics 

 
In our decomposition of metrics scopes, the metrics having the widest scope is the classification 
metrics. It relies on a set of classifier modules to which image features are fed. A typical output is 
the presence or absence of a particular visual characteristic, pattern or object in the image. Those 
classifiers use state-of-the-art pattern recognition techniques, namely Neural Networks, Radial 
Basis Functions, Bayesian Estimation, and Support Vector Machines11. To integrate a class 
membership probability, a score between 0 and 100 is also returned. For instance, for porn 
detection; this score is smoothly continuous between 0 (harmless) and 100 (highly objectionable).  
By applying different thematic classifiers (“People”, “Cities”, etc.) to an image features, a fully 
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automatic annotation for the image is derived. This is the typical application scenario for the Image-
Indexer software developed at LTU. Examples of automatic annotations are shown in Figure 3.  
  
The image recognition distance can now be based on a vector representation of the class labels 
inferred by the recognition engine. If the presence/absence of a class label is indicated by a 
Boolean value, the distance can be as simple as the Hamming distance on a fixed vocabulary (the 
set of detectable categories) vector. 
 
6. Unifying matching, similarity and classification 
By putting together the different pieces of the jigsaw, a sophisticated CBIR system can be 
designed. Indeed, we can now systematically infer relevant categories for a unknown image using 
classification modules. This means that the system is able to perform retrieval in semantically 
relevant categories, inferred by classification algorithms (20) or based on image keywords (22). A 
diagram representing the complete system is shown in Figure 4. 
 
This integrated paradigm opens many possibilities for next-generation CBIR systems. Any new 
classifier module can be seamlessly added as a “plug-in” to the system. The contribution of this 
module will be (for a binary classifier) an extra bit of information in the description and 
understanding of the incoming image. This makes it a very appealing approach, since it is 
confirmed from knowledge reuse theory23 that, “under certain conditions, a wealth of features may 
substitute for a dearth of samples”, in other words that designing a bank of (potentially re-usable, 
hierarchical) classifiers is a sound approach both in terms of efficiency and quality.  
 
Please note that one of the strengths of this approach is that the system can make up any type of 
cluster (and restrict retrieval to images of this cluster) based on the class labels of an incoming 
image. This is a considerable advantage since the expected complexity of the retrieval process is 
now only weakly dependent on the total number of images (we assume no apriori categorization). 
Indeed, the time needed to build the cluster is roughly the time for computing all the query/image 
classification metrics. It is thus directly dependent on the dimension of the class label vector, which 
typically has a much lower dimension than the image index.  
 
Textual querying of the image set also becomes possible as a side-product of this approach. 
Finally, we note that a much better image retrieval paradigm would be to seek the k-nearest 
clusters, and to follow this by k-nearest neighbors in each of the categories.  
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Figure 3. A sample of images with their Image-IndexerTM annotators scores 

 

 
Figure 4 The complete CBIR system supporting several types of similarity search. Dashed lines refer to the hypothetical 

presence of  keywords attached to an image, in which case this can be used to infer categories. The rest of the diagram shows 
the different types of image similarities that can be found, using the image features only or in conjunction with automatically 

detected class labels. 
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7. Conclusion 
We have described a unified vision of content-based image retrieval (CBIR), which brings together 
image matching, similarity and recognition. Existing CBIR systems that are based on low-level 
image features are known to fail to return semantically relevant images. To overcome this issue, 
we show that the current CBIR paradigm (indexing and metrics computation) can be extended 
easily to incorporate different metrics, each of them being limited to a certain scope of images. The 
striking property of those metrics is that they have non-overlapping scopes because they define 
different types of similarity.  
 
We have then described a CBIR system that integrates a matching metrics, a similarity metrics and 
a classification metrics. The classification metrics is based on a vector of class labels computed by 
specialized and independent classifier modules. This lays the foundation for a solid approach to 
next-generation CBIR systems, which could incorporate face detector, OCR, various pattern 
matching algorithm. The approach to retrieval could then be similar to the approach presented 
here.  
 
We believe for instance that using this approach, it becomes possible to upgrade the old k-nn 
paradigm to a the “k-nearest clusters followed by  k-nearest neighbours”, since on-the-fly clustering 
is enabled by classifier modules. Additional modules can be added to the system, each bringing a 
different vantage point on a particular visual characteristic, leading to a refinement, improvement of 
the notion of image similarity and CBIR systems. 
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